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From a census of local supermassive black holes you can predict the nanohertz gravitational-wave
background — with no free parameters. The prediction comes out a factor of a few low in black-hole mass
density, and no merger history can close the gap.

how the clocks work, and why nanohertz;

the Hellings—Downs curve, derived;

how the black holes are actually counted — the M-o relation;
the prediction against the measurement;

three ways out, and how the evidence has already narrowed them.

Every step is checkable, and nothing in the chain is fitted to the PTA measurement.
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A millisecond pulsar spins hundreds of times a second, and its pulse arrival times can be predicted to hundreds of
nanoseconds over decades. You fit a timing model — spin, spin-down, position, proper motion, binary parameters — and
subtract it. What is left is the residual, and the residual is the observable.

A gravitational wave perturbs the light travel time. The fractional frequency shift is

5 1 p'p hy 1 p'p hy
2(p) = 5= — -

Earth 21+Qﬁ

214+Q-p

pulsar

The integral along the pulse’s path leaves the metric at its two endpoints: the Earth term — h;; here, now — and the

pulsar term — h;; at the pulsar, one light-travel-time ago. 2 is the direction the wave propagates, p the direction to the
pulsar.




A PTA and LIGO are the same measurement: a wave perturbing a light travel time between two free
masses.

The wavelength is long compared with the 4 km arm: the The "arm" is kiloparsecs and the wavelength is short compared

whole apparatus sits in one phase of the wave, and the with it: the two endpoints feel uncorrelated phases, which is

response is the strain itself. exactly the Earth-term/pulsar-term split.

Same formula, one dimensionless ratio — wavelength over separation — deciding which limit you are in.




A dataset of length T" sampled every At measures

1 1
T7

fmax ~

fmin ~

2At

Fifteen years gives fiin &~ 2 nHz; fortnightly cadence gives fi.x ~ 400 nHz. The band is set by the experiment, not the
physics — which is why a PTA is a decades-long project.

At those frequencies a circular binary of NlOgM@ is about a year of orbits from merger, and the sources are
supermassive black-hole binaries.




The day-1 amplitude formula, at these masses and distances:

9 5/3 )2/3
ho = (GM.) ~ 1.3x 107" for M, = 10° M, at 150 Mpc
ctd

That is the scale everything today sits at — six orders of magnitude louder than a LIGO event in strain, and still at the
edge of what fifteen years of timing can see, because you wait years per cycle.
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Hellings and Downs



Put one source at the pole. The sin? 6 of the antenna
pattern cancels the (1 — cos ) of the propagation
denominator:

zZ = %(1—|—cos€)(cos2¢ﬁ+ —sin2¢il><)

The ¢ integral kills every m except 2 — the spin-2
signature. The 6 integral is

/_1(1 + ) P () dp = 4

independent of /. Hence

. 6

Ci L+ 2)(L+1)e(L—1)

and the curve everybody plots is that same set of
numbers, summed back up:

Built from the £-shape alone — no HD input anywhere The residual IS the truncation
7 °3

+ Imax=2 (max err 0.188) 7 the exact Legendre truncation tail
—* Imax=3 (max err 0.100) 107" % beyond £ =6000: 4.17¢-08
== Imex=5 (max err0.043) ]
= fmax = 6000 .
+++ Hellings & Downs 1983 3

1078 4

107 4

10-10 4
G 101+

10712 3

10713 -
| 10724 4 v ! i

180 0 45 90 135

angular separation between the two pulsars [degrees] angular separation [degrees]

Gate G6 of gate_spec.md, which was frozen before this derivation existed. C(theta) is Sum C_| (21+1)/(4pi) P_l with
C_I = 6pi/l(i+2)(I+1)I(I-1)]; the 6pi comes from the normalisation convention C(0)=1/2 plus a telescoping sum, NOT
from matching to the HD curve as 1609.06758 does — which is what makes the dotted black line a test rather than an
input. Max deviation 4.2e-08 over 721 angles, and the right-hand panel shows that deviation is the Legendre truncation
and nothing else

Built from the multipole shape alone. The 1983 curve is a test, not an input.




60 sources, dN/dS « 552 a Gaussian random field with the SAME C;
brightest carries 20% of the power (pop_multimap.pdf) (grf.pdf)

: - That was one source. The background is millions.
- Two facts finish the derivation:

T i i i
- F = each source arrives with a random phase, so in

>

the power they add incoherently — no cross terms

The point of putting these side by side is that their two-point functions are identical by construction, and one of
them is a handful of discrete binaries while the other is a Gaussian sea. Measuring Hellings-Downs does not

distinguish them — and a single bright source, the most extreme case, gives exactly HD with zero variance because the th .
C'TShipe I rotation invariant. Everything thet COULD dstinguish thern Ives i the ane point fncton and the higher survive the average;
moments, which is what Demo 1 is about.

A single bright source and a Gaussian random field: identical normalised correlation. Cﬂ is rOtationally invariant, SO sources at

different sky positions simply add their C; — the

sum has the same £-shape as one source.

One source’s spectrum is the background’s. Verified
here across six random source directions: agreement

to7 x 1079,

The same fact read backwards: measuring the Hellings—Downs
correlation tells you the signal is a spin-2 metric perturbation. It

does not tell you there are many sources.




The redshift has two endpoint terms. What we just computed is the correlation of the Earth terms of two distinct pulsars
— the same h;;, here and now, projected along two different directions.

The pulsar term cannot join: each pulsar’s distance is unknown to within many wavelengths, so its phase is effectively
random per pulsar, and it averages out of any cross-correlation.

Where it does survive is the self-correlation: there the pulsar term adds its own power, doubling C' (0) from % (two

distinct pulsars at zero separation) to 1 (one pulsar with itself) — a diagonal contribution, and nothing else.




CFa/[(L+2)(2+1)2(2—1)] The quadrupole alone carries three quarters of it

Cy=n/4
N

NE o ' C, falls as £~* — exactly, in the sense that
limy o, £1Cy /6 = 1.

So Hellings—Downs is a handful of multipoles. The
quadrupole alone carries most of C'(0), and by

cumulative fraction of C(0)

10t 5 10 15 20

mutpole multipole fmax = 5 the curve is right to a few per cent.

Left: the spectrum falls as I~-4 — exactly, in the sense that lim 14 C_l/(6pi) = 1 (gate G8). The fitted index over |

= 1000..10000 is -3.9994; over the gate's originally frozen window | = 100..1000 it is -3.9940, which does not meet
the frozen 1e-3 and could not have — the exact local slope at | = 100 is -3.9806. That is recorded as a mis-specified
gate in gate_spec.md 5a, not quietly relaxed. Right: why HD looks quadrupolar — the |=2 term alone is most of C(0)

Exact values:

The multipoles of the redshift map, against the exact fractions.

T 0

Co=—. Cp=—
37900 YT 60

and the monopole and dipole are absent, not
subtracted.




two sources 90° apart — interference

one source — the (1 + cos 6)/2 half-beachball
8 (1609.06758 two_srcs.pdf)

(1609.06758 single_source.pdf)
™ —

F " "

The Earth-term redshift map zbar(p) = (1/2) p™i p™j h_ij / (1 + Omega.p) built in pixel space for a source at the
star. h_+ only. This is the same object c ally for a source at the pole, bu
mpned here /a r arbitrar ny sourc ce directions and never tou m ing a Legendre polynomial - which /s what makes 'the
agreement in the next figure a check rather tha

Source skies in pixel space.

A single source reproduces HD exactly Two sources oscillate about it — that is the anisotropy

@ one source, measured by anafast
B two sources 90" apart, measured
== derived: 6m/[(2+2)(2+1)¢(£-1)]

}‘o

C7 (one overall normalisation)

- T

S*

.
S)
1

2 4 6 8§ 10 12 14 16 18 20
multipole £

measured / derived

~#~ two sources (max dev 68%)
2 3 4 5 6
multipole £

1509 06758 twosrcCl pdf T/ he b/ue - points s ra r/ e ds rvsd curve o u 007 per cent over 2 multipoles, w m hon /y the
mplitude fitted — the X q greeing, sharing no code.
The purple points are the a me sky w:m a second eq a/ source a[ 90 degrees mean devrato n 30 per cent, in the zu 50
per cent the paper quotes, with the worst multipole above it because the relative phase is a choice the paper does not
state.

Their measured multipoles against the derived spectrum.

The same physics, computed a second way: build the
map in pixel space, transform it, measure C), and

compare with the spectrum derived symbolically.

They agree to 7 x 107° over 23 multipoles, with
only the amplitude fitted — the shape is untouched.
The two computations share no code: one integrates
Legendre functions, the other transforms a pixelised

sky.

Add a second source and the measured spectrum
oscillates about the smooth curve by tens of per cent.
That oscillation is the anisotropy — hold that thought
for the sky-power slide.
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Counting the black holes
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L
300

L
400

A black-hole mass is measured dynamically: resolve
stars or gas inside the sphere of influence,

GM
rinfl = —— ~ 11 pc (108M@, o =200 kms_l)

o2
— an arcsecond at a couple of Mpc, milliarcseconds
further out. So direct masses exist only nearby:
seventy-two galaxies, each one named on that plot.
They correlate tightly with the host’s velocity
dispersion:

o
]'Ogl() M = aQa + b loglo 200 km S_l

with a = 8.32, b = 5.64, and an intrinsic scatter of
0.38 dex — a dex being a factor of ten, so the scatter
is a factor ~2.4 either way. That fit is the black

dotted line, and the spread around it is what the rest
of the dav inherit<.



1 - count galaxies (B10 VDF) 2 - convert with M-o (+ scatter) 3 - the black-hole census
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The whole census in three steps: a galaxy count in sigma, the scaling relation with its scatter, and the resulting
mass function. The scatter matters most exactly where the GW background integral lives — the heavy tail.

Count galaxies in o, convert through M—o with its scatter, read off the black-hole mass function.

Nobody counts black holes directly. You count galaxies — the velocity-dispersion function — and push it through the relation. The knee

lands at M, = 5.85 X 107M®, and the scatter matters most in the heavy tail, exactly where the gravitational-wave integral will live.




SECTILON, T\,

From a mass function
to a background



The energy density per logarithmic frequency equals the comoving density of event remnants times the redshifted energy
each event radiated:

5 Y 1 dEgW

The identification that makes it powerful: the remnant mass function is the merger mass function integrated over z and
g- So the prediction does not depend on the merger history — and it is an upper limit if black holes merged more than
once.

Phinney’s own remark: "to derive this one need know nothing about gravitational radiation except that it has twice the orbital frequency, and

that the orbital binding energy is removed by the gravitational radiation.” Kepler plus binding energy indeed gives dE/d In f, =
% (GM)5/ 3 (7 fr)z/ 3, checked symbolically in the day’s reproduction.




For an energy spectrum dF /dIn f « f?,

h. o f(p—2)/2

for any mass function — the whole population drops out of the exponent. Circular GW-driven inspiral has p = 2/3, hence

—2/3.

So a measured departure from —2 /3 is evidence about environments or eccentricity. It says nothing about the
population’s mass — the most common misreading of the PTA spectral index.




The SMBH mass function, and where each integral lives

scatter multiplies the
0'°M 5 tail by 31

" —— with the measured 0.38 dex scatter
== no scatter

dn/dlog,o M [Mpc~3 dex™!]

One factor of £(M) x M%3 moves the answer by a factor of five in mass

=
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_ = mass density M dn/dlogM Moz = 0.70x10°M i .-.M;f'ema’k = 3.42x10°M,
= = the background Me(M)dn/dlogM R

o
]
!

o
o
!

o
=
1

2
©
L]
a

x £
o=
oo
g2
Q
c2
el
s
58
Q=
= ©
€E
St
S¢
<

o
)
©

o

©
[=}
o

10° 1010
black-hole mass M [My]

=
o
>

Fiducial BIO VDF x MM13 M-sigma at f = 1/yr. The two kernels differ ONLY by eps(M) ~ M~(2/3). 20 per cent of h_c¢"2
comes from above 10~10 Msun, where the local census is thinnest — which is why route 1 (heavier black holes) was the
cheapest edit, and why the answer is sensitive to a tail nobody has measured.

The mass-density and background kernels, and the gap between their peaks.




Thedulkia typical sky is quieter than the mean The tail: and occasionally much louder
35 - ,
mean J;‘,’g"lefarlo (6(? 000 skies)
(wiTarthB R Rreepiddioverse FFT

/

06 08 10 12 14 16 18 20 6 8 10
hZ [units of the predicted h?2] hZ [units of the predicted h?2]
The lecture's chain predicts h_c~2, which is the MEAN of h_t~2 over realisations of the source population. But the
background is a finite sum of discrete binaries with dN/dS ~ $*~-5/2, whose second moment diverges, so the distribution
is skewed and stays skewed: P(h_t~2 < h_c~2) = 68 per cent. The two curves are independent computations — a Poisson

Monte Carlo and a characteristic function inverted by FFT — and they agree on every quantile to 0.2 per cent.
Comparing a measured amplitude to a predicted h_c is comparing one draw to a mean.

The distribution of the squared strain over source realisations, two independent
constructions.

hg is the mean of h? over realisations of the source
population. A PTA measures one draw — and when
rare heavy sources dominate, the draw is usually
below the mean:

mode 0.89 h?, median 0.93, P(h? < h?) =68%

With dN /dS oc S~5/2 the second moment diverges,

so no amount of averaging Gaussianises it — and the
shortfall can be large enough to rule out scenarios
dominated by the very heaviest sources.

This is Sato-Polito & Zaldarriaga’s point, and it returns in the
ending: the free spectrum’s fluctuations carry information the

mean does not.




And the real thing.

NANOGrav 15 yr, HD-correlated free spectrum The information is in a handful of low bins

first five

10715 <

posterior width in logio o [dex]

= power-law fit, A=2.4 x 10713, y 3

1078 1078
frequency [Hz] frequency [Hz]

The only real posterior this course touches. 30 frequency bins over T = 1/f 1 = 16.03 yr, converted with h_c = rho
sqrt(12 pi~2 f~3 T) — the timespan is taken from the shipped frequency grid, so no number enters from outside. Bins
2-4 sit within 2 per cent of the power-law fit and bins 1 and 5 do not, which is exactly the structure a two-parameter

fit with gamma held at 13/3 throws away. The right-hand panel is the same lesson as Exercise A on different data: the
high-frequency bins are close to prior. The HD-correlated spectrum is used and not the CURN one, because CURN is not a
gravitational-wave measurement.

NANOGrav 15 yr, HD-correlated free spectrum — the per-bin amplitudes fitted with no spectral model assumed. One posterior per frequency bin, of the kind day 3 built, and the only
one in this course that was measured rather than simulated.




— all major PTA collaborations independently report the Hellings—Downs correlation at the

3—40 level. Strong, consistent — and not yet the five-sigma standard the field calls a detection.

— the fits are broadly consistent with the kinematic $-2/3$% (in timing-residual power, $\gamma =

13/3%), but the free spectrum carries structure a two-parameter power law does not represent.

— each pulsar also carries **intrinsic red noise** with the same steep character as the

signal. In a single pulsar the two are indistinguishable; only the **cross-pulsar correlation** — the curve we derived —

separates a background from a sky of noisy clocks. That is why the correlation, not the spectrum, is the discovery

statistic.




expand the square root and square it

expand P(Q) directly in Yim
P= [ZDU Y m)? =0 everywhere

0% of the sky has NEGATIVE power

v
&
e e
s

Left: a realisation drawn from a prior on the C_| of the power map itself. 84 per cent of such realisations go
negative somewhere and m ere they do, 1 per cent of the s ky negative —50.2 C | | prior is a prior over ob/ecrs ma:
are not power distributions at all. Right: the squ. oot basis NANOGra: stead. It cannot go be

it i5 2 square, That is a real fix to a real problem, and the price is the next figure.

Source skies are positive; a Gaussian expansion of the power is not.

The anisotropy observable is the source-power sky
and its spectrum:

For isotropically placed sources,

P 1

CéP ) Negt

E independent of ¢

— one dominant source gives a flat spectrum, and
P(€Q) > 0 constrains any expansion you might try.

. P) . . . .
This C é ) is not the derivation’s C7 — one is the power on the
sky, the other the coherent redshift map. This afternoon’s exercise
builds such skies and measures what a published anisotropy limit is

actually a statement about.
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M,

Pe

predicted
he(1/yr)

measured

the gap

value

5.85 x 10" M,
4.54 x 105 Mg Mpc—3
1.0 x 1071°

24707 x 10715

2.4 X in strain, 5.8 X in mass
density

Nothing in the prediction is fitted to the measurement.

Both rows are quoted at 1 /yr because that is how the

measurement gets reported, not because it is the frequency
anybody measures. The band a timing array is actually sensitive to
sits below it, and getting to 1 /yr is a power-law extrapolation.

The mass density is independently consistent with the Soltan
argument — the accreted mass counted from the quasar
luminosity function — which is what makes this interesting rather
than a calibration problem.




A geometric series, so it converges The ceiling is 1.64; the gap is 2.41

ceiling in hZ = 2.702

still 1.47x
short

1yr1) [x10715]

boost to h?2

h(f=

—&— equal mass, instantaneous
— = g=0.5 (with 4n)
= g=0.1(with 4n)

! ! ! ' ' "
2 4 6 8 10 12 predicted with infinite NANOGrav
generations of mergers included, N (one merger) instantaneous 15yr
mergers
The left panel is the sum in 2312.06756 Eq. 20 and App. A: each earlier generation has twice as many mergers between
holes half as massive, and h_c~2 weights M_c~(5/3), so a generation contributes 2*(-2/3) = 0.63 of the one after it.
The commonest misquotation of that paper is reporting 2.70 as the boost to h_c rather than to h_c~2 — it is 1.64 in
h_c, and the gap to close is 2.4

The geometric series of generations, and where every relaxation moves it.

Could past mergers hide the mass? Go back one
generation in an equal-mass tree: twice as many
events, between holes half as massive. h? weights

5/3 . . _
MY , 50 a generation contributes 2 x 27%/% =
2-2/3 of the next. Geometric, hence convergent:

(0. ¢] 1
272N - — __ —9702 = h, ceiling =
N=1 1—2728

The commonest misquotation reports 2.70 as the
boost to A, rather than to h2.

Unequal masses give less (12/5 as ¢ — 0); accretion
between mergers gives less still (k = % = 1.25).

Every relaxation moves the ceiling down — and
the ceiling is 1.64 against a gap of 2.4.




Proposed first, and proposed because it is the cheapest edit: the high-mass tail is where there are fewest observations,
so a modest change there does the most work.

It makes a falsifiable prediction: Mpeax ~ 3 X 1010M@ means about 60 black holes above lOloM@, and a couple
above 10 M, ®, within 100 Mpc — which MASSIVE, the dedicated survey of the most massive nearby galaxies, can go and
count.

Now less likely. Heavy means few, few means large Poisson fluctuations in the spectrum, and the NANOGrav free
spectrum disfavours that: Mpe,x < 1010M® at 20.

Same data, one extra piece of information, opposite conclusion — a hypothesis proposed on grounds of economy, then narrowed by

evidence. That is how inference is supposed to work.




The prediction is exquisitely sensitive to a relative systematic offset between the small black-hole catalogue and the large
galaxy catalogue:

hc,5 — ]_06 be 6

he
Every symbol is one you have met: b, is the M-o slope (b = 5.64, two sections ago), and 9 is a relative offset in log,, &
between the two catalogues, in dex. An offset of only 0.03 dex moves h, by x 1.38 — the scale of the NANOGrav 90%
interval.

And the one correction that is well understood — aperture, o at R, versus R, /8 — goes the wrong way, reducing h.

by x0.68.




A live possibility, stated as one.

The evidence at fifteen years is evidence, not a detection, and the free spectrum carries real structure that a two-parameter
power-law fit does not represent.




A pulsar pair is an interferometer with a kiloparsec arm. Same measurement as LIGO; the wavelength-to-arm
ratio decides the limit.
Hellings-Downs is geometry. A handful of multipoles, C; o< £~#, derived — and it certifies spin 2, not a source count.

What correlates between pulsars is the Earth term.

The census is a galaxy count pushed through M-go. The knee is M, ~ 6 x 10" M, ©, and the heavy tail — where the

background lives — is where the scatter and the systematics bite.

The parameter-free prediction falls short of the measurement by about 2.4 in strain, and the merger ceiling of 1.64
means no merger history closes it.

Three ways out, already narrowed: heavier holes (disfavoured by the spectrum’s own fluctuations), a shiftier census

(a few hundredths of a dex is enough), or a measurement that settles as it lengthens.




